Ex 2.2.22: Localized by
depth, various pull caps, and
contexts of varying length

A scout. We retrain the anchored difference condition with
the pull kept off the embedding or readout, with the hinge cap
raised, and on contexts whose numbers of examples vary. None
of the three changes improved the recipe: leaving slices out
made the edit spill onto other ops, the cap made no steady
difference, and varying the number of examples cost a little skill.
Pooled over contexts, the edited model answers about as an
ideal predictor that had lost difference would,though

context by context it gets less than half of the way there.

Ex-2.2.21 found that an edit applied at every position can take
difference out of an anchored model gradually while the other ops
stay as they were, at least when the pull is capped. This scout trains 9
new conditions at 3 seeds each, and reuses ex-2.2.21's runs as

references, paired by model seed.



Findings

Localized by depth (E1) — every slice restriction lets the edit
spill onto other ops past the gate, on nearly every run.

Various pull caps (E2) — the selectivity does not fall off steadily
with the cap; runs past the gate turn up at every cap from 0.8 to
0.95.

Mixed counts keep the recipe near its ceiling (H1) — partial. k-
mixed falls short of hinge by a little more than the tolerance,
inside the seed band.

The anchor and the posterior (E3) — at the example answers, a
rises with the posterior on every anchored condition, at a fixed
answer index too.

The edit lands on the target null (H2) — miss. The edit moves
each replicate run a little under half of the way to the target
null.

Where the distance from the target null remains (E4, post hoc)
— the edit removes nearly all the mass on answers only
difference gives; what remains is on answers other ops give,
shared out differently from the target null.

Training trajectories (E5, post hoc) — most runs rise to a plateau
and then rise again; on several conditions the run at model
seed 702 never makes the second rise.

Decision — keep every slice in the pull and three examples per
context, drop the cap, and look into the seeds before

confirming it.

How to read this report

The predictions and the criteria for the decision were frozen at
commit 94873f2 ,before any run of this experiment. Each
section opens with what we expected, and the results replace

the placeholders in place.



Why this experiment

In the in-context grammar the model never sees the name of an op. It
reads a few solved examples, works out which op must be in use, and
applies that op to the query. So when we anchor difference ,we
ask the residual stream to lie along one direction, e1, on contexts
whose examples follow difference .Ex-2.2.21 found that the
anchor settles on the example answers, where the context shows the
most about its op, and that an edit removing the e1 component at
every position takes difference out. The edited model seemed to
answer difference contexts much as an ideal predictor would if it

no longer knew that op; H2 scores that more formally.
We now consider three changes to our recipe.

First, which slices the pull acts on. A slice is one of the depths along
the residual stream where we can read the state: the token
embedding, then the output of each block, the last of which feeds the
readout. The current recipe pulls every slice. A condition that left the
embedding slice out had the best task score of any, but its edit spilled
onto other ops. An op is inferred from the whole context, so it seems
likely to live in the middle of the stack, which suggests leaving out
the last slice too. But leaving slices out changes the anchor weight in
effect as well, since the term averages over the slices it pulls, so each
new restriction comes with a condition at the weight that keeps the

effective pull as it was.

Second, how hard the pull is on nearly aligned states. The hinge
condition stops pulling once a state reaches an alignment of 0.8 with
e1, and its edit stayed within the selectivity gate; the uncapped
condition just missed it. The cap of 0.8 was arbitrary, so two caps

between 0.8 and no cap ask whether the selectivity falls off gradually.

Third, how many examples a context has. Recent models trained on
three examples per context. We would like to be able to test whether
the anchor grades with the evidence, and given a whole context of
three examples, the posterior on difference takes onlya few
distinct values. Varying the count from one context to the next gives
it more, and training on that lets the model learn that contexts vary in
length. That changes the recipe, so it has to show it still gets near its

ceiling.



Parameters

Every new condition changes one setting from the hinge condition
of ex-2.2.21, our best recipe so far. The base recipe is: the seven-op
set; replacement op noise of p = 0.3 (the chance that an example
follows some other op); the newline mask; 200 epochs; d64-L4; and
the whole-line label. Like the hinge condition, no condition has
verification lines (examples whose answer the model judges as right

or wrong); ex-2.2.21 found they leave completion unchanged.

condition reference seeds slices A_a cap examples (k)
control ex-2.2.21 700-704 - - — 3
anchor-hinge ex-2.2.21 700-702 all 01 08 3
anchor-whole ex-2.2.21 700-704 all 01 - 3
anchor-no-emb ex-2.2.21 700-702 no-emb 0.1 — 3
no-emb anchor-hinge 700-702 no-emb 0.1 08 3
no-last anchor-hinge 700-702 no-last 0.1 08 3
middle anchor-hinge 700-702 middle 0.1 08 3
no-emb-matched no-emb 700-702 no-emb 0.08 0.8 3
no-last-matched no-last 700-702 no-last 0.08 0.8 3
middle-matched middle 700-702 middle 0.06 0.8 3
cap-0.9 anchor-hinge 700-702 all 01 09 3
cap-0.95 anchor-hinge 700-702 all 01 095 3
k-mixed anchor-hinge 700-702 all 01 08 1-5
anchor-hinge replicate 703-705 all 01 08 3

The conditions. The greyed rows are runs of ex-2.2.21, reused here. Below
them are the 9 new conditions; each changes the setting in bold from
its reference, and is paired with it by model seed. The last row repeats

anchor-hinge at new seeds, for HZ2. That makes 30 new runs. The
base is the hinge condition of ex-2.2.21 ( anchor-hinge ): every slice

pulled, A_a = 0.1, the pull capped at 0.8, and 3 examples per context.

The slice conditions. The slices are numbered from 0, the embedding,
to 4, the output of the last block. no-emb leaves out slice 0, no-
last slice 4 (the input to the readout),and middle both, so only the
three slices between them are pulled. The anchor term and the anti-
subspace term both average over the slices they act on, so at a fixed
weight, pulling fewer slices pulls each one harder: by a quarter for
no-emb and no-last ,and by two thirds for middle .Each -
matched twin scales the weight down by that factor. So the plain
condition and its matched twin bracket the two readings of a
restriction: a change in where the anchor is, and a change in how
strongly each slice is pulled. Leaving a slice out also drops the anti-
subspace term there, so the states of other ops at that slice are free
to sit on e1. No condition separates that from the anchor term,so E1

compares the two terms left out together.

The cap conditions. The pull capped at 0.9 and at 0.95. With the
hinge condition at 0.8 and ex-2.2.21's whole-line condition

uncapped, that makes four levels.

The count condition. k-mixed trains on a corpus where each
context draws its number of examples, k, uniformly from 1, 2, 3,4, 5.
The mean is three, as in the fixed corpus, so an epoch has about as
many tokens and steps. The held-out set has every count. The figure
below shows the posterior on difference given a whole context, at

each count and pooled.
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posterior on difference

The posterior on difference at each example count. The share of
difference contexts whose posterior is at most the value on the
x-axis, on the seven-op table at p = 0.3. The heavy curve is three

examples, the corpus of ex-2.2.21, and the dashed curve is the counts
pooled in equal parts, the corpus of k-mixed . The shaded band is

the ‘middle band" of ex-2.2.16. 20,000 sampled contexts per count.

Each count gives a few steps of its own. One example leaves most
contexts in some doubt, and puts about a quarter near zero, where
the one example fits another op better. Two examples is the least
decisive count: about half the contexts sit near 0.4, where the two
examples fit some other op about as well. From three examples on,
more and more contexts are near-certain. Pooled, the curve has the
steps of every count, so it rises in many small steps. The share in the
'middle band" (a posterior from 0.5 to 0.95, where the examples
favour difference and still leave some doubt) is lower pooled than
at three examples (31% against 42%), so what the mix adds is more

distinct levels.

Drawing the counts uniformly keeps the mean at three, though, as
above, it puts fewer contexts in the middle band than three examples
alone. One example contributes the most contexts in doubt, and
pooled over the counts, the share of difference contexts whose
examples favour some other op is about what it is at three examples,
so the short contexts do not add much ambiguity to the label overall.
H1 reports the skill at each count, which would show whether the

short contexts are too hard to learn from.

The seeds. The model seeds of ex-2.2.21's three-seed conditions, 700
to 702, so every comparison is paired by seed. In ex-2.2.21 the last of

these took a slow path through training on most anchored conditions,
though not on no-emb , so a setting can change it; the pairing shows

whether any here do.

The replicate. Three more runs of the hinge condition, at seeds 703,
704,705, which it was not trained at in ex-2.2.21. H2 is scored on

these (that section says why). With them, 30 runs in all.




Measurements

The measurements are the same as in ex-2.2.21, with two additions.

Expected exact match.

Task score. Expected exact match (EEM) on held-out contexts:  The taskscore,asthe
chance that a drawn an-
swer agrees with a true
one....

the probability the model puts on the right answer under the
true op. Each run is compared with the control, the unanchored
condition of ex-2.2.21, at the same seed. For k-mixed it is also
reported at each count, beside the Bayes ceiling at that count (the
score of an ideal predictor that weighs every op by how well it fits the

examples).

Where the anchor sits. The alignment a of the state with e1 (their
cosine) by role and slice,on difference contexts and on the others,
and the op margin: how far difference contexts sit along ex
beyond the rest. Ex-2.2.21 measured the margin at the last slice,
which no-last and middle leave unpulled,so here it is reported at
every slice, for every condition alike. We read the slices one at a time,
with no summary over them, since the two ends differ from the rest:
slice 0 sees no context, having no block before it, and slice 4 feeds
only the readout at its own position, so no state there can pass the op
on to the query answer. The anchor term asks for the margin, so it

checks that the pull landed and tests nothing.

The edit. The projection at every position, at doses y = 0.25,0.5,0.75,
1 (the share of the ex component removed). Ex-2.2.21 (E2) set two
criteria: the drop in EEM on difference grows with the dose and
reaches at least 50% of the way to the target null at full dose, and no
other op drops by more than 0.02 in EEM at any dose. Both drops are
net of the drop the control shows under the same edit. Beside the
two criteria, the selective reach: how far toward the target null the

strongest dose that stays within the gate goes.

Landing (new). The target null is the answer distribution of an ideal
predictor that has lost difference and nothing else: it weighs the
other ops by how well they fit the examples. For each held-out
difference context,we measure how far the answer distribution of
the model is from the target null, on the clean model and under the
full edit, by their total variation distance: the share of probability that
would have to move to turn one distribution into the other, from 0
when they match to 1 when they share no answers. The landing is the
share of the clean distance that the edit closes, taken as a ratio of
means over contexts: one less the mean edited distance over the
mean clean distance. A mean of per-context shares would be
dominated by the contexts the clean model already answers like the

target null.

Beside it we report the KL divergence of the target null from the

1 KL(target null ||
model, KL(target null || model).1 It has no upper bound, so a mode) is readthe KL

divergence of the target
null from the model’, i.e.
averaged over the an-

few contexts can dominate its mean, which is why the landing  swers the target nut

gives, how much less
likely the model finds

uses the total variation. them, on a log scale....

Alignment against the evidence (new). Whether the anchor grades
with the evidence: the measurement of (b) in the D2.2 design and of
the grading item on the backlog. (The edit criterion above uses
"grades” in another sense: the drop grows with the dose.) At each
answer ina difference context, a against the posterior on
difference given the pairs up to and including that answer (an
answer is one color token). That covers the example answers, where
ex-2.2.21 found the anchor, and the query answer, where the state
already holds the answer, so its posterior counts the query pair too.
Every context gives one point per answer, so even the fixed-count
corpus has several levels of evidence; k-mixed also contributes the

levels of the other counts.


https://z0u.github.io/sca2/m2/d2.2/design.html
https://github.com/z0u/sca2/blob/main/todo/science/anchor-grades-with-the-posterior.md
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Localized by depth (E1)

We look at the slice conditions beside the baseline (hinge)
condition, on four measures: the task score net of the control, the op
margin at each slice, whether the edit meets the two criteria (the
drop on difference grades with the dose, and the other ops stay
within the gate), and the selective reach. The question is whether a
restriction raises the task score, as leaving out the embedding did on
the uncapped pull in ex-2.2.21, while editing as selectively as the
hinge condition,and whether the matched weight changes the
answer. Ex-2.2.21's uncapped no-emb condition is shown beside its

capped twin.

The figure below shows the task score for every condition, so E2 and

H1 refer back to it.

The task score net of the control. Held-out expected exact match on the
three-example held-out set, less that of the control at the same model seed.
One small dot per seed and the seed mean on top, the ring marks model
seed 702. Colors: the base (hinge) condition, the plain slice restrictions, their
matched twins, and the conditions of ex-2.2.21 shown for context (whole-line
is the uncapped end of the cap ladder). The dashed rule is the task tolerance

of the decision, 0.01 below the control.

What we saw. The task score varies more from seed to seed than from
condition to condition. At model seed 700 every anchored condition
with three examples scores a little above the control, and at 701 most
score near it. At 702 the hinge, no-emb, cap-0.9, cap-0.95,and
whole-line conditions end well below the control, and the others
end near it (on whole-line,so does the run at 701). So the seed
means mostly say whether the run at model seed 702 took the slow
path it took in ex-2.2.21 (E5 follows it through training). Of the slice
sets,only no-emb at the plain weight put that run on the slow path;
on every other slice set it trained as quickly as the runs at the other

seeds.

The edit is next: the drop on difference and on the worst other op

as the dose grows.

slices: all slices: no-emb slices: no-last slices: middle
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The edit on each slice set. The projection at every position: the seed-
mean drop in held-out expected exact match, less the control’s
drop under the same edit, against the dose. Solid: on difference
contexts. Dashed: the worst of the other six ops. The dotted rule is the
selectivity gate (0.02), and the dash-dot rule is half the way from the

clean score on difference to the target null, for the base condition.

Onthe hinge condition the edit grades and stays within the gate.
Every restriction lets the edit spill onto other ops past the gate, at
both weights. The spill is largest on the slice sets that leave out the
last slice at the plain weight and on middle-matched ,and smallest
on no-emb . The matched weight lowers it when the last slice is left
out alone and raises it on the other two slice sets. Three conditions
miss the grading criterion (no-emb, no-emb-matched ,and middle-
matched ), each because the drop dips between the two strongest
doses by a little more than the tolerance of 0.01, while still reaching

half the way to the target null.

Taken run by run, hinge is less tidy than its seed mean, since one of
its three runs spills past the gate (E2 has more). But the restrictions

spill more often: only one of their 18 runs stays within the gate.

condition

net EEM seeds grades worst other seeds selective reach
T { T

seeds

hinge

no-emb

no-emb-

matched

no-last

no-last-

matched

middle

middle-

matched

no-emb,

cap

-0.032 -0.129 to yes +0.002 -0.005 to 0.81
+0.052 +0.082

-0.022 -0.133 to no +0.042 +0.038 to 0.78
+0.068 +0.069

+0.010 -0.013 to no +0.079 +0.064 to 0.74
+0.056 +0.111

+0.005 -0.010 to yes +0.134 +0.021 to 0.00
+0.032 +0.214

+0.016 -0.011to yes +0.076 -0.008 to 0.65
+0.058 +0.407

+0.011 -0.022 to yes +0.138 +0.038 to 0.28
+0.057 +0.270

+0.015 -0.005 to no +0.179 +0.091 to 0.27
+0.052 +0.323

no +0.017 -0.005 to yes +0.077 +0.056 to 0.70
+0.057 +0.109

0.77 to
0.87

0.69 to
0.90

0.28 to
0.82

0.00 to
0.87

0.19to
0.86

0.39 to
0.71

0.00 to
0.32

0.21to
0.80
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The edit criteria by slice set. Net EEM is the held-out score less the control at
the same seed. Grades: the net drop on difference rises with the dose and
reaches half the way to the target null at full dose. Worst other: the largest
net drop of any other op at any dose, bold where it stays within the gate of
0.02. Selective reach: the share of the way to the target null at the strongest
dose within the gate. As in ex-2.2.21, the criteria are read off the seed-mean

drops; the seed columns give the range of the same quantity per seed.

The op margin (below) is about as large as on hinge at the middle
slices. Where the last slice is left unpulled, the margin there is lower
than on hinge . At the embedding it is higher on most restricted

conditions, whether that slice is pulled or not.

condition emb slice 1 slice 2 slice 3 slice 4

hinge 003 024 060 072 070
no-emb 009 025 059 075 0.72
no-emb-matched 010 022 049 071 070
no-last 007 024 054 068 055
no-last-matched 003 025 058 071 058
middle 010 025 057 072 060
middle-matched 010 026 056 069 056
no-emb, no cap 013 0.25 0.54 077 0.76

control 001 001 000 001 001

The op margin at each slice, seed means.

Italics mark slices the condition does not pull.

The alignment at the example answers shows the states of the other

ops as well as of difference.

slices: all slices: no-emb slices: no-last slices: middle

—o— no-last —e— middle
—e— no-last-mat; —e— middley

a at the example answers

Where the anchor sits, by slice. The seed-mean alignment & with e1 at
the example answers. Solid: difference contexts; dashed: the mean

over the other ops. Shaded slices are left out of the pull in that panel.

On difference contextsthe alignment rises through the stack on
every slice set, and sooner on the restricted conditions than on
hinge .So do the states of other ops: at the first two slices they sit
further along e1 than on hinge , most of all on the slice sets that
leave out the embedding. no-last-matched is the exception, close

to hinge throughout.
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Various pull caps (E2)

The same four measures over the four caps: 0.8 (the hinge

condition), 0.9,0.95, and no cap (ex-2.2.21's whole-line condition). If

the selectivity falls off gradually with the cap, a cap near where it

crosses the gate gives the most anchor that still edits cleanly. If it

drops at one cap, the step is where to stop. At three seeds a gradual

fall smaller than the seed range would look flat, and the uncapped

condition only just missed the gate in ex-2.2.21, so a flat result would

say the cap matters less than the seeds vary.
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The four caps. Per seed (small dots, the ring is model seed 702), and the line

through the large dots. From the left: the worst net drop of any other op at

any dose of the edit, with the selectivity gate dotted, and the selective reach,

where the line is read off the seed-mean drops as in the tables (so it need

not be the mean of the dots); the task score net of the control, and the seed-

mean op margin at each slice, one line per slice, darker for deeper slices. 0.8

is the hinge condition and 'none"is the whole-line condition of ex-2.2.21.

What we saw. The selectivity does not fall off steadily with the cap.

On the seed means, the caps of 0.8 and 0.9 and the uncapped

condition stay within the gate, and the cap of 0.95 is past it. That

comes from one run: at model seed 700 the edit on cap-0.95 takes

another op down by many times the gate, and reaches almost none of

the way to the target null within it. The hinge run at the same seed

also spills past the gate on its own, though the seed mean stays

within it. The uncapped condition, which spilled just past the gate

over five seeds in ex-2.2.21, stays within it at these three. Taken run by

run, the order changes: two of the three cap-0.9 runs go a little

past the gate, and every uncapped run stays within it. So the cap does

not put the spills in order: runs past the gate turn up at 0.8, 0.9, and

0.95, and the uncapped condition, within the gate at all three of these

seeds, went past it on its seed mean over five seeds in ex-2.2.21.

Past the embedding, the op margin is a little higher at the caps of 0.9

and 0.95 than at 0.8, and the uncapped condition sits just below 0.95.

The task score follows hinge at every cap, with the run at model

seed 702 on the slow path (E1), and on the uncapped condition the

run at 701 as well.

condition

net EEM

seeds grades

worst other

{

seeds

selective reach

1

seeds

hinge

cap-0.9

cap-0.95

whole-

line

-0.032

-0.028

-0.033

-0.061

-0.129 to
+0.052

-0.130 to
+0.053

-0.130 to
+0.046

-0.132 to
+0.049

yes

yes

yes

yes

+0.002

-0.000

+0.082

-0.006

-0.005 to
+0.082

-0.006 to
+0.029

-0.006 to
+0.310

-0.007 to
+0.009

0.81

0.77

0.17

0.77

0.77 to
0.87

0.61 to
0.90

0.00 to
0.88

0.66 to
0.84

The edit criteria by cap, from 0.8 to no cap. Net EEM is the held-out score less

the control at the same seed. Grades: the net drop on difference rises with

the dose and reaches half the way to the target null at full dose. Worst other:

the largest net drop of any other op at any dose, bold where it stays within

the gate of 0.02. Selective reach: the share of the way to the target null at the

strongest dose within the gate. As in ex-2.2.21, the criteria are read off the

seed-mean drops; the seed columns give the range of the same quantity per

seed.

The replicate (post hoc). The three replicate runs of hinge were

trained for H2, and the edit criteria can be scored on them too. On

their seed means the edit misses both criteria. It spills past the gate,

and again the spill comes from one run: at model seed 703 the edit

takes darken down by many times the gate. It also misses grading,

on every replicate run, in the same way as the slice conditions that

miss it: the drop on difference reaches nearly its full size by half

the dose, then dips at the stronger doses by a little more than the

tolerance. The table below sets the six hinge runs side by side. The

edit stays within the gate on four of them.

model seed runs

worst op worst other | selective reach T

700

701

702

703

704

705

paired
paired
paired
replicate
replicate

replicate

darken

mix

sat-hsv

darken

mix

darken

+0.082

+0.017

-0.005

+0.365

+0.004

+0.015

0.77

0.87

0.77

0.00

0.90

091

The edit on each hinge run, at the paired seeds and on the replicate.

Worst other: the largest drop in EEM of any other op at any dose, net of

the seed-mean drop of the control, bold where it stays within the gate of

0.02; worst op is the op it falls on. Selective reach as in the tables of E1.



Mixed counts keep the recipe near - rpartial
its ceiling (H1)

What we expect. On ex-2.2.21's held-out set, which has three
examples per context, we expect the k-mixed condition to fall short
of the hinge condition by less than 0.015 in EEM, paired by seed: a
pass. A shortfall above 0.015 but inside the seed band would be a
partial pass, since three seeds could not tell it from noise, and a larger
one a miss. A gain would also be a pass. If the seeds disagree about
the direction by more than the tolerance each way, the result would

be outside the plan, and the verdict would be Unresolved.

At each example count we also report the skill of k-mixed ,the share
of the way from the floor (a predictor that ignores the examples) to
the ceiling, with no gate. A count where the skill falls well below the
others would say the model has not learned that length, which

matters for the alignment against the evidence (E3).
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k-mixed against hinge on three examples. Held-out expected exact match
on ex-2.2.21s held-out set, one small dot per seed and the seed mean on
top, the ring is model seed 702. The right axis gives the same scale as skill,
from the floor (0) to the Bayes ceiling (1, the dashed rule at the top). Over the
k-mixed column, the dashed rule is the hinge mean less 0.015, with the
failing side hatched, and the dotted rule the hinge mean less the seed band

of three seeds against three.

What we saw. k-mixed falls short of hinge at everyseed, by 0.08 to
0.12 in EEM, and it is below the control at every seed too (E1). The
mean shortfall is above the tolerance and just inside the seed band.
The band is wide mostly because both conditions score lower at

model seed 702, on the slow path described in E1.

criterion seed means by seed (700-702) shortfall { tolerance seed band verdict

k-mixed short of hinge 04137vs.0.5117 +0.123,+0.090,+0.081 0.0981 =0.015 0.0988 partial

The criterion of H1. Held-out expected exact match on the three-example
held-out set, paired by model seed. The seed band is for three seeds against
three, with the seed standard deviation pooled over the two conditions;

a shortfall above the tolerance but inside the band is a partial pass.

The skill of k-mixed rises steadily with the number of examples, so
no count stands out as one the model failed to learn. hinge and the
control, trained on three examples alone, score higher than k-mixed
at three examples and lower with one or two. With four or five, the
control stays higher and hinge falls below. That fall comes from one
run: at model seed 701 the skill of hinge drops to 0.35 at four
examples and to -0.03 at five (the floor is 0), while its other two runs
lose much less. That run is not the slow one, so it seems that how well
a model trained on three examples copes with longer contexts varies

from seed to seed.

= k-mixed x
=& hinge
0.8 - == control

0.6 -

skill
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examples per context (k)

Skill at each example count. The share of the way from the floor to the Bayes
ceiling at that count, on a held-out set of 2,000 contexts per op at each count.
Thin lines: one per seed, the hollow marker marks model seed 702. Heavy

lines: the seed mean. hinge and the control trained on three examples only.

Partial

k-mixed falls short of hinge by 0.098 in EEM, above the

tolerance of 0.015 and inside the seed band of 0.099.




The anchor and the posterior (E3)

Whether a at the answers rises with the posterior on difference.
The label is the same for every difference context however well
its examples fit, so if a grades anyway, the anchor follows what the
model has inferred and not just the label. Evidence builds up along a
context, so the posterior also rises with the position of an answer; to
tell the two apart, we also compare contexts at the same answer
index, where the posterior still differs from one context to the next.
We look at it on k-mixed,and onthe hinge and whole-line
conditions of ex-2.2.21 at three examples. This is a first look that

would shape a later prediction, so it has no gate.

First, how the answers spread over the posterior. Each point is one

answer of a held-out difference context.
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Where the points of the figures below lie. The posterior on
difference atevery answer of the held-out difference
contexts, the example answers and the query answer together:

the share of points at or below the posterior on the x-axis.

What we saw. About half the answers sit above 0.9, and the rest fall
on a few steps lower down. The two corpora give nearly the same
spread, so for this measurement mixing the counts added little. The
query answers sit almost all in the top bin, since the query pair is
counted too, so the curves below are most informative at the

example answers.
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a against the posterior on difference. At each answer of a held-out
difference context the alignment with e1 against the posterior on
difference given the pairs up to and including that answer, in five equal
bins: the mean within each bin per run, then the mean over the three paired
seeds. A bin with fewer than 30 points in a run is left out of it. k-mixed
pools its held-out sets at every count; the other conditions are read at three

examples.

Past the embedding, a at the example answers rises with the
posterior on every anchored condition, and the control stays flat near
zero. The rise is uneven: the bin from 0.6 to 0.8 sits above the top bin.
Most of the points in that bin are answers of the first example, and
the next figure suggests why that matters. k-mixed sits lower than
the two three-example conditions in most bins past the embedding,

and at the embedding itself.

The posterior also rises along a context, so the next figure plots each

answer index separately.
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The same at each answer, on three examples. As the figure
above, with one row per answer: the answers of the three
examples, then the query answer. Every condition is read

on the three-example held-out set, k-mixed included.

At a fixed index, a rises with the posterior at every example answer.
At the same posterior, it sits higher at earlier answers: at the first
answer, o in the bin from 0.6 to 0.8 is about as high as it gets
anywhere. So the bump in the pooled figure above seems to come
from mixing answer indices, with the first answers crowded into that
one bin. The first answer has few posterior levels: about two thirds of
its points sit at 0.69 and most of the rest at 0.05, so its two middle

points rest on a few dozen contexts each, and its line rises in steps.



TV from the target null

posterior 0 to 0.5

posterior 0.5 to 0.95

posterior 0.95 to 1

The edit lands on the target null (H2)  x miss

What we expect. In ex-2.2.21, after the fact, the edited hinge
condition answered difference contexts about as the target null
does. If that holds, we would not need to train a designed fallback,
since the anchor alone gives the edit a predictable destination. The
prediction came from looking at ex-2.2.21's hinge runs,so scoring
those same runs would show little. We score it on the replicate, three
hinge runs at fresh seeds, and report the stored hinge runs and

every other condition beside it.

At full dose, with the edit at every position, on held-out difference
contexts, we expect the edit to close at least 50% of the distance
from the target null that the clean model has, in total variation, as a
ratio of means over contexts. That is the same share as the edit
criterion of ex-2.2.21, which asks for half the way to the target null in
EEM, and on the same scale: both run from the clean model (0) to the
target null (1). The landing asks for more, since mass that leaves the
difference answer counts toward it only where it arrives on
answers the target null gives. Closing that share in every seed of the
replicate would be a pass, and falling short in every seed a miss. If
some seeds pass and others fall short, the result would be outside the

plan, and the verdict would be Unresolved.
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The edit and the target null. On held-out difference contexts, the full edit
(the projection at every position, y = 1). Left: the mean total variation distance
of the model from the target null, clean and edited, for the replicate runs
(solid) and the stored hinge runs (faint), the tick on each line is half the
clean distance, the point a run has to reach to pass. Middle: the mean KL
divergence KL(target null || model), for the same runs. Right: the landing, one
dot per run at the paired seeds, with the replicate beside hinge as squares

and the gate of HZ dashed.

What we saw. The edit moves every replicate run a little under half of
the way to the target null, and none reaches the gate. The stored
hinge runs land in the same place, and the runs of the other
anchored conditions land near them, apart from k-mixed at model
seed 702; the control hardly moves. The KL divergence falls further, to
about a quarter of its clean value. KL grows large wherever the model
puts next to nothing on an answer the target null gives. The clean
model, sure of difference,does that on many answers, which is why
its KL is large. So it seems that under the edit far fewer such answers

remain.

model seed TV,clean TV, edited landing T KL, clean KL, edited

703 0.791 0468 0.408 3.38 092
704 0.804 0416 0483 3.39 0.77
705 0.792 0.404 0.489 3.35 0.78

The replicate runs of H2. Means over the held-out difference
contexts. The landing is one less the ratio of the two total

variation columns, bold would mark a landing of at least 0.5.

The confusion matrices show where the answers go, at three levels of

how sure the context is about its op.

clean edited target null

mix -
lighten £
darken -8

difference -8

hue-hsv -5

- 0.25
mix - 04 03 03 .04 .04 .04 - .06 .04 .01 07 .07 .08 - .03 .03 .03 .03 .03 - 0.20
lighten - .04 03 .02 04 .05 .04 - .06 .04 05 .07 .07 - .03 .03 .03 .04 .03
darken - .05 .03 .02 .04 05 .05 - .09 .07 02 10 09 11 - 04 .03 03 .04 .04
- 0.15
(9]
difference - .04 .04 .03 03 .04 .03 -vFERESL] 21 21 24 26 B 26 .21 821 .22 26 24 ©
hue-hsy - .06 .04 04 .02 .06 .04 - .08 .05 .05 .01 10 09 - 04 02 .03 .03 .03
-0.10
sat-hsv - .07 .05 .05 .03 .05 - .08 07 .06 .01 .07 - 04 03 .03 .03 .03
value-hsv - .06 .05 .05 .03 .05 - .08 .06 .06 .01 .08 - .03 .03 .03 .03 .03
1 | | | | ] T ] | | o T T | | | I ] i T -0.05
-0.00
mix - .01 01 .01 .02 - 02 .02 03 .03 .03 -
lighten - - .01 .01 .02 .02 -
darken - - .04 .02 01 .05 .04 07 -

difference - B 21 24 .20 P28 26 B 26 23 .20 B2l 23 .24

=)
=2
=)
2
1<)
o
o
=2
1

o
=
=3
@
o
«©
(=)
=
o
=
1

hue-hsv - .02

sat-hsv - .03

value-hsv - .0

i
o (=]
NS ]
o =1
~ @
o 1<)
N 5]
1 1

i o o
@ (o)
o =3
@ ()
o o
@ &
o (=)
= =
1 1

mix -
lighten - ¢
darken - ¢

difference -

hue-hsv - ¢
sat-hsv -
value-hsv -
mix —
lighten - &
darken - ¢
difference -
hue-hsv - ¢
value-hsv -
mix -
lighten -
darken —
difference -
hue-hsv -
sat-hsv -
value-hsv -

Where the answers go, by how sure the context is. Op confusion, as in ex-
2.2.20, over the held-out contexts of every op, for the replicate runs (seed
mean). Rows: the true op. Columns: the mass on the colors the column op can
give for the query operands and the true op cannot. The diagonal (the mass
on the answers of the true op) is outlined, printed in grey italics, and left out
of the color scale. One row of panels per bin of the posterior on the true op; a
row of a matrix with fewer than 30 contexts in a run is blank. Values of at

least 0.01 are printed.

Inthe difference row,the edited model puts about as much mass
on the answers of each other op as the target null does, in every bin.
The mass left on the answers of difference itself,on the diagonal,
falls close to the little the target null puts there. So, pooled over

contexts, the edit puts the mass about where the target null does.

The matrices and the landing measure different things. A matrix adds
up the mass on the answers of each op over all the contexts in a bin,
so a model that puts too much on one op in some contexts and too
little in others can still match the target null in total. The landing
measures the distance on each context and then averages, so those

mismatches add up instead of cancelling. E4 looks at where they fall.

In the rows of the other ops, the edit moves a little mass off the true
op and onto the others in the two surer bins, where the target null
puts almost none. That loss is in the EEM of the other ops,and E2
scores it net of the control. In the two surer bins, the largest entries
off the diagonal are between sat-hsv and value-hsv ,which the
clean model already confuses with each other at about the same

level; the edit adds a little to them.

Miss

The edit closes 41%,48%,49% of the distance from the target

null on the three replicate runs, short of 50% in each.



TV from the target null

Where the distance from the target null
remains (E4, post hoc)

H2 scores the distance from the target null context by context, and
the confusion matrices, which pool over contexts, make the edited
model look closer to the target null than the landing says. So here we
split the distance by the answers it falls on: answers another op could

give,answers only difference gives,and colors no op gives.
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Where the distance from the target null falls. On held-out
difference contexts, for the replicate runs of hinge : the mean
total variation distance from the target null, clean and under the

full edit, split by the answers it falls on. The dashed line is the
distance of the clean model from the ideal predictor behind the

Bayes ceiling, which keeps all seven ops, on the same contexts.

What we saw. On the clean model, about 41% of the distance is mass
on answers only difference gives. The edit removes nearly all of it
and moves little onto colors no op gives. What remains, about 88% of
the edited distance, is on answers another op could give: the edited
model puts its mass on the right kind of answer and shares it among

those answers differently from the target null.

The sharing partially follows the examples. The mass the edited
model puts on the answers of each other op rises and falls with the
mass the target null puts there, though loosely (the correlations over

contexts are in the table below).

For scale, the clean model is some way from an ideal predictor too. On
the same contexts it is about 0.17 from the ideal predictor behind the
Bayes ceiling (which weighs all seven ops by how well they fit the
examples), in the same measure, which is about 39% of the distance

that remains under the edit.

model clean: other only no edited: other only no op clean from
seed ops difference op ops difference op weights,r ideal
703 0444 0323 0.024 0.378 0.019 0.071 0.63 0.165
704 0.455 0.324 0.025 0.379 0.004 0.033 0.70 0.163
705 0.444 0.321 0.026 0.367 0.003 0.035 0.73 0.169

The distance from the target null by answer, on held-out difference
contexts, for the replicate runs: the parts of the mean total variation distance
on colors another op gives, on colors only difference gives, and on colors

no op gives. Op weights, r: the correlation over contexts between the mass
the edited model puts on the answers of each other op and the mass the
target null puts there, averaged over the six ops. Clean from ideal: the mean
distance of the clean model from the ideal predictor behind the Bayes

ceiling, on the same contexts.



EEM

EEM

EEM

op margin, last slice

op margin, last slice

op margin, last slice

Training trajectories (E5, post hoc)

The run at model seed 702 ends low on several conditions (E1),as it
did in ex-2.2.21. To see when it parts from the others, the figure below

follows the task score through training for every run, on a subsample

of the held-out set, with the run at that seed highlighted.
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The task score through training. EEM on a subsample of the held-out
set, one line per run, one panel per condition. The run at model seed

702 js highlighted, and on hinge the replicate runs are drawn too.

What we saw. Most runs rise quickly to a first plateau, stay on it for

some tens of epochs, and then rise again, at a time that varies from

100
epoch

run to run. On the conditions where the run at model seed 702 ends
low, that run never makes the second rise and climbs slowly from the
plateau for the rest of training. On whole-line the run at model seed

701 does the same, and on the control one run makes the second rise

late. On the restricted conditions, other than no-emb , every run

makes the second rise and the three end together, as do the runs of

the uncapped no-emb . All three replicate runs of hinge make it,

one ending a little lower than the other two.

The op margin at the last slice, below, shows whether the slow runs

also hold the anchor less firmly.

—— model seed 702 model seeds 700, 701 —— replicate (703-705)

control hinge cap-0.9 cap-0.95
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The op margin through training, at the last slice, as in ex-

2.2.21; same layout and highlighting as the figure above.

100

epoch

The margin shows no matching split: on most conditions the slow run

ends with the others or above them. k-mixed is the exception,

where the run at model seed 702 also ends with the lowest margin.

200



Decision

Three choices for the recipe: which slices the pull acts on, and at
what weight; the cap; and whether the corpus mixes example counts.
The tables below score every candidate (the conditions of this scout
and the ex-2.2.21 conditions they pair with) on the criteria frozen

with the plan, and the choice follows them.

condition net EEM seeds grades worst other seeds selective reach seeds
T { T
hinge -0.032 -0.129 to yes +0.002 -0.005 to 0.81 0.77 to
+0.052 +0.082 0.87
no-emb -0.022 -0.133 to no +0.042 +0.038 to 0.78 0.69 to
+0.068 +0.069 0.90
no-emb- +0.010 -0.013 to no +0.079 +0.064 to 0.74 0.28 to
matched +0.056 +0.111 0.82
no-last +0.005 -0.010 to yes +0.134 +0.021 to 0.00 0.00 to
+0.032 +0.214 0.87
no-last- +0.016 -0.011 to yes +0.076 -0.008 to 0.65 0.19 to
matched +0.058 +0.407 0.86
middle +0.011 -0.022 to yes +0.138 +0.038 to 0.28 0.39 to
+0.057 +0.270 0.71
middle- +0.015 -0.005 to no +0.179 +0.091 to 0.27 0.00 to
matched +0.052 +0.323 0.32
no-emb, no +0.017 -0.005 to yes +0.077 +0.056 to 0.70 0.21 to
cap +0.057 +0.109 0.80
cap-0.9 -0.028 -0.130 to yes -0.000 -0.006 to 0.77 0.61 to
+0.053 +0.029 0.90
cap-0.95 -0.033 -0.130 to yes +0.082 -0.006 to 0.17 0.00 to
+0.046 +0.310 0.88
whole-line -0.061 -0.132 to yes -0.006 -0.007 to 0.77 0.66 to
+0.049 +0.009 0.84
k-mixed -0.130 -0.209 to no +0.008 +0.008 to 0.49 0.03 to
-0.072 +0.054 0.83

The edit criteria for every candidate. Net EEM is the held-out score less the
control at the same seed. Grades: the net drop on difference rises with the
dose and reaches half the way to the target null at full dose. Worst other: the

largest net drop of any other op at any dose, bold where it stays within the

gate of 0.02. Selective reach: the share of the way to the target null at the
strongest dose within the gate. As in ex-2.2.21, the criteria are read off the

seed-mean drops; the seed columns give the range of the same quantity per

seed.
condition emb slice 1 slice 2 slice 3 slice 4
hinge 003 024 060 072 070
no-emb 0.09 025 0.59 0.75 0.72

no-emb-matched 010 022 049 071 070
no-last 007 024 054 068 055
no-last-matched 003 025 058 071 058
middle 010 025 057 072 060
middle-matched 010 026 056 069 056

no-emb, no cap 013 025 0.54 0.77 0.76

cap-0.9 002 024 064 077 075
cap-0.95 004 031 069 079 078
whole-line 003 025 067 076 074
k-mixed 001 011 052 068 070
control 001 001 000 001 001

The op margin at each slice for every candidate, seed

means. Italics mark slices the condition does not pull.

condition net EEM T seed band landing T seeds
hinge -0.032 0.088 047 0.42to0.50
no-emb -0.022 0.102 0.48 0.44to 0.50
no-emb-matched +0.010 0.043 046 045 to 047
no-last +0.005 0.045 043 0.40to 047
no-last-matched +0.016 0.043 0.44 0.34to 0.50
middle +0.011 0.044 043 0.40to 049
middle-matched +0.015 0.043 043 0.38 to 0.49
no-emb, no cap +0.017 0.042 048 0.47to0 049
cap-0.9 -0.028 0.093 040 0.34to 0.44
cap-0.95 -0.033 0.089 041 0.37to 049
whole-line -0.061 0.082 045 043to 048
k-mixed -0.130 0.075 0.30 0.07to 043

The task gate and the landing. Net EEM as in the tables of E1, bold
where the candidate clears the task gate (a seed-mean shortfall within

0.01 or within the seed band). The landing as in HZ, at the paired seeds.

What we chose. For the recipe, one of the three choices changes:

e Slices: every slice stays in the pull, at the plain weight. Every
restriction let the edit spill past the gate more often than
hinge did (E1), at either weight. Which slices the pull needs is
still open; pooling over slices, so that training can choose
where to hold the op, is the next idea to try.

® (Cap: none.Runs past the gate turn up at every cap from 0.8 to
0.95,and hinge stays within the gate on four of its six runs
(E2). So at three seeds the cap seems not to buy the selectivity
it was meant to, and leaving it out removes a setting.

e (Counts: three examples per context. k-mixed falls a little
short of hinge (H1),its a sits lower (E3), and three examples
already give a enough spread to grade at a fixed answer index

(E3).

Before confirming these at fresh seeds, we would like to understand
the seeds better. One seed takes a slow path on most anchored
conditions (E5), and along the caps the spills past the gate come from

single runs, all of them runs that trained quickly.



Discussion

It seems the recipe of ex-2.2.21 was already close to the best these
three changes allow, and what most limits the next step is how much

the runs vary from seed to seed.

Leaving slices out of the pull was meant to put the anchor where an
inferred op lives. Instead, every restriction let the edit spill onto other
ops. At the first slices the states of other ops sat further along ex than
on hinge , most of all where the embedding was left out (E1).
Leaving a slice out of the pull also leaves out the term that pushes
other ops off e1 there, so those states may simply have been free to
drift onto the axis. Keeping that term on every slice while restricting

the pull would tell the two apart.

The cap did less than we hoped. Ex-2.2.21 suggested that a cap keeps
the edit selective, but with the runs taken one at a time, spills turn up
at every cap, and at these seeds not on the uncapped condition. Along
the caps, the spills come from single runs, and only from runs that
trained quickly. A run on the slow path may not yet have reached the
stage of training where spilling happens, which is part of why the

seeds come first.

The edited model looks better pooled over contexts than one context
at a time. Counted by op, the mass leaves difference and lands on
the other ops about where the target null puts it (H2). Context by
context, the edit gets a little under half of the way. Nearly all of what
remains is on answers another op could give, shared among them
differently from the target null, and part of it is the gap the clean
model already has from an ideal predictor (E4). So "behaves like the
target null, pooled over contexts” seems a fair description of the
edited model. We don't yet know how close a model trained without
ever seeing a difference context would come to the target null,
which would say how much of the remaining distance any model

would leave.

The anchor follows the evidence. At the example answers « rises with
the posterior on every anchored condition, and at a fixed answer
index too (E3). At the same posterior, & is higher at earlier answers,

which we did not expect and can't yet explain.



Method

The corpus. The fixed-count conditions train on ex-2.2.21's corpus of
three-example contexts. k-mixed trains on a corpus of the same
number of contexts, built by the same generator, with the number of
examples drawn uniformly per context from 1, 2, 3,4, 5. Two whole
contexts at five examples take 76 tokens, inside the window (block
size) of 96. The held-out set for k-mixed has 2,000 contexts per op
at each count. Every condition is also scored on ex-2.2.21's held-out

set,so k-mixed compares with its reference on the same contexts.

The edit and the landing. The suppression pass is ex-2.2.21's, at every
position only. The landing measurements compare the answer
distribution of the edited model over the color vocabulary at the
query = with the target null from the posterior over the other ops

(sca.data.incontext.target_null).

Budget. Planned at under $5: 30 runs at about $0.13 each on an L4
(the cost of ex-2.2.21's runs), with the scoring passes. The experiment

cost $6.69 in all.

1.KL(target null || model) is read "the KL divergence of the target null from
the model’,i.e. averaged over the answers the target null gives, how much
Less likely the model finds them, on a log scale. KL divergence measures
how much one probability distribution differs from another; it is zero when
they match, and it is not symmetric, so the order matters. Only this order is
finite: the target null puts no weight on colors that no remaining op gives,
and the model puts some weight on every color. A context where the
model gives a likely answer almost no weight has a very large

divergence. <



